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Inspired by nonequilibrium thermodynamics
— Sohl-Dickstein, Weiss, Maheswaranathan, Ganguli ’15

Diffusion models

GPT-image-2 seedance-2.5 RFdiffusion
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1. score learning/matching: learn estimates st(·) for ∇ log pXt(·)

2. data generation: sampling w/ the aid of score estimates {st(·)}
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Mainstream diffusion models

Theorem 1 (Li, Wei, Chi, Chen ’24, Li, Yan ’24)
With perfect scores, both DDIM & DDPM yield TV(pX1 , pY1) ≤ ε in

Õ
(
d/ε

)
iterations.

• d: ambient dimension

— Lee, Lu, Tan ’22
— Chen, Lee, Lu ’22

— Benton, De Bortoli, Doucet, Deligiannidis ’23
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Mainstream diffusion models

Theorem 2 (Dou, Kotekal, Xu, Zhou ’24, informal)
For a density on Rd, score matching accuracy ε is achievable with

n = Õ
(
ε−Θ(d)

)
training samples.

• d: ambient dimension

— Wibisono, Wu, Yang ’24
— Oko, Akiyama, Suzuki ’23
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Ambient dimension is the common bottleneck

ImageNet: d = 150, 528 pixels per image

k = 43 intrinsic dimension (Pope et al. ’21)

In practice, diffusion models learn from only 104–106 training samples,
and DDIM/DDPM yield good samples in only 101–102 iterations . . .
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Intrinsic dimension

The target distribution pdata is said to have intrinsic dimension k if

log N cover(support(pdata), ∥ · ∥2, ε0)︸ ︷︷ ︸
covering number of support of pdata

≲ k log 1
ε0

• k-dimensional linear subspace
• low-dimensional manifold
• doubling dimension, Minkowski dimension
• . . .
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Our assumptions

• Low dimensional structure: pdata has intrinsic dimension
k(≪ d).

• Bounded data assumptions:

P
(∥X0∥2 ≤ R0

)
= 1.

No smoothness or log-concavity assumptions on pdata.
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Can diffusion models adapt to intrinsic low dimensionality?

•
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Forward process
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• 1 − αt: forward step size; its schedule can be chosen.
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DDPM vs. DDIM
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Goal: Yt
d¥ Xt, t = T, · · · , 1

5/ 12

— Ho, Jain, Abbeel ’20

1. A stochastic sampler: denoising diffusion probabilistic models︸ ︷︷ ︸
DDPM

YT ∼ N (0, Id)

Yt−1 =

1√
αt

(
Yt + ηddpm

t st(Yt)︸ ︷︷ ︸
deterministic

+ σddpm
t N (0, Id)︸ ︷︷ ︸

stochastic

)
, t = T, · · · , 1
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Key takeaway: in continuous-time limits, sampling is feasible once
score functions are available

— almost no restriction on target data distributions
— discretization schemes matter

Question: which discretization adapts to low-dimensional structure?
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Main result: convergence in total variation
Theorem 3 (L., Huang, Chen ’24)

With exact score functions, both DDPM & DDIM (their original
form) yield TV(pX1 , pY1) ≤ ε in

Õ(k/ε) iterations

DDIM: Yt−1 = 1√
αt

(
Yt + ηddim

t st(Yt)
)

DDPM: Yt−1 = 1√
αt

(
Yt + ηddpm

t st(Yt) + σddpm
t N (0, Id)

)

DDIM: Yt−1 = 1√
αt

(
Yt + 1 − αt

1 +
√

αt−αt
1−αt

st(Yt)
)

DDPM: Yt−1 = 1√
αt

(
Yt + (1 − αt)st(Yt) +

√
(1 − αt)(αt − αt)

1 − αt
N (0, Id)

)
where αt =

∏t

i=1 αi

• originally derived to optimize variational lower bounds!
— Ho, Jain, Abbeel ’20

— Song, Meng, Ermon ’21
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Sampler Smoothness Convergence rate (in
total variation)

Adaptation to
low dimension

Chen et al.’22 L-Lipschitz L
√

d/T ✗

Chen et al.’23 no requirement
√

d2/T ✗

Benton et al.’23 no requirement
√

d/T ✗

Li & Yan’24a no requirement k2/
√

T ✓

Li & Yan’24b no requirement d/T ✗

Our work no requirement k/T ✓

Table 1: comparison with prior DDPM theory

Sampler Smoothness Convergence rate (in
total variation)

Adaptation to
low dimension

Chen et al.’23 L-Smooth poly(Ld)/
√

T ✗

Li et al.’23 no requirement d2/T + d6/T 2 ✗

Huang et al.’24 L-smooth (Ld)2/T ✗

Li et al.’24 no requirement d/T + (d2/T )log T ✗

Our work no requirement k/T ✓

Table 2: comparison with prior DDIM theory
18/ 25



Crucial choices of coefficients
Both DDPM and DDIM update rules take the form

Yt−1 = 1√
αt

(
Yt + ηtst(Yt) + σtN (0, Id)

)

Theorem 4 (L., Huang, Chen ’24)
Even when starting from Xt = Yt, one can have

TV(Xt−1, Yt−1) ≳
√

d ·
∣∣∣∣∣ 1−αt

αt−αt

(
1− ηt

1 − αt

)2
+ σ2

t

αt − αt
−1

∣∣∣∣∣
To avoid scaling in d, one needs red term ≈ 0

• both DDIM and DDPM satisfy this.
• this choice of step size is inevitable.
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What if the scores are inexact?

Theorem 5 (L., Huang, Chen ’24, informal)
Under the same low-dimensional assumptions, both DDIM and
DDPM satisfy

TV(pX1 , pY1) = Õ

(
k

T
+ εest

)
.
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• DDIM: higher-order approximation errors

∂ist ≈ ∂is⋆
t , i = 1, 2.
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What if the scores are inexact?

Theorem 5 (L., Huang, Chen ’24, informal)
Under the same low-dimensional assumptions, both DDIM and
DDPM satisfy

TV(pX1 , pY1) = Õ

(
k

T
+ εest

)
.

How large does the training set need to be?
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Can diffusion models adapt to intrinsic low dimensionality?

• Sampling efficiency: number of reverse iterations T ✓

• Training sample size: number of training samples n



Adaptation during training

Theorem 6 (L., Huang, Chen, informal)
For any T , there exist estimators satisfying the score conditions
required by both DDIM and DDPM with the sample size n at most

n = R
O(k)
0 T O(k)ε−2

est

• Iteration complexity: T ≍ k/ε;
• “T ≍ k/ε” + Thm. 6 =⇒ n = R

O(k)
0 kO(k)ε−O(k).

• Estimator: simple kernel-based estimators.
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Paper Sampler Structural assumption Training sample complexity Low-dim.
adaptation

Dou et al. ’24 DDPM β-smooth density on Rd ε−Θ(d) ✗

Wibisono et al. ’24 DDPM Lipschitz score on Rd ε−(d+4) ✗

Cai & Li ’25 DDIM β-Hölder density on Rd ε−(d+2β)/β ✗

Oko et al. ’23 DDPM β-Besov density on a
k-subspace ε−(k+2β)/(β+1) ✓

Azangulov et
al. ’24 DDPM β-smooth density on a

smooth compact k-manifold
ε−(2β+k)/(β+1)

provided d ≤ poly(1/ε)
✓

Yakovlev–
Puchkin ’25 DDPM noisy β-Hölder generator

from [0, 1]k dO(k) ε−(2β+k)/β ✓

Our work DDPM
& DDIM intrinsic covering number R

O(k)
0 kO(k)ε−O(k) ✓

Table 3: comparison of training sample complexity
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Concluding remarks

• the original DDPM and DDIM adapt automatically to low
dimensionality.

• the lower bound shows that the step sizes cannot be chosen
arbitrarily.

• score learning can also adapt to low dimensionality.

Papers:

“Low-dimensional adaptation of diffusion models: convergence in total variation,”
J. Liang, Z. Huang, Y. Chen, arXiv:2501.12982, COLT 2025
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Key properties

• Tweedie’s formula. Define

µ0|t(x) := E[X0 | Xt = x], Σ0|t(x) := Cov(X0 | Xt = x).

Then

s⋆
t (x) =

√
ᾱt µ0|t(x) − x

1 − ᾱt
,

∇s⋆
t (x) = ᾱt

(1 − ᾱt)2 Σ0|t(x) − 1
1 − ᾱt

Id.

• Posterior concentration (informal). For typical x, there is some
x⋆

0(x) ∈ supp(pdata) such that

P
(

∥X0 − x⋆
0(x)∥2 ≳

√
1 − ᾱt

ᾱt
k log T

∣∣∣∣ Xt = x

)
≤ T −ck.
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Proof sketch

• Sampling: discretization error

E
∥∥s⋆

t (Xt) − s⋆
tk

(Xtk )
∥∥2

2
Tweedie
; E

∥∥µ0|t(Xt) − µ0|tk
(Xtk )

∥∥2
2

= Õ(k).

• Training: estimate s⋆
t via µ0|t

µ0|t(x) =

∫
x0 ϕ1−ᾱt

(
x −

√
ᾱt x0

)
pdata(dx0)∫

ϕ1−ᾱt

(
x −

√
ᾱt x0

)
pdata(dx0)

,

µ̂0|t(x) =

n∑
i=1

X
(i)
0 ϕ1−ᾱt

(
x −

√
ᾱt X

(i)
0

)
n∑

i=1

ϕ1−ᾱt

(
x −

√
ᾱt X

(i)
0

) .
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